
Ohio Journal of School Mathematics, Issue 104, Fall 2026

The AI Counts, We Interpret: A Six-Phase
Model for Partnering with Language Models in
the Analysis of Students’ Mathematical Writing

Cristian Nava Guzmán & Mario Sánchez Aguilar
Instituto Politécnico Nacional

Abstract
Teacher-researchers who study their own classrooms increasingly face more student writing
than they can read closely. Generative artificial intelligence (AI) promises relief. Yet
automating the analysis risks surrendering the interpretive judgment that makes it research.
Drawing on a study of Mexican upper-secondary students’ mathematical myths, we
describe a six-phase model that integrates a large language model into conventional content
analysis while keeping interpretation in human hands. Across immersion, initial labeling,
consolidation, category construction, codebook building, and corpus-wide application, we
specify what the AI does and what the teacher-researcher decides. Three simple tools—a
color-coded evidence sheet, a codebook with explicit rules, and marginal notes—keep the
teacher-researcher in charge. The organizing principle is deliberately blunt: the AI counts;
we interpret.

Keywords: content analysis, artificial intelligence, large language models, teacher research,
mathematics education

1 The Practical Problem
Teacher-researchers rarely lack data; more often, they lack time. A single open-ended prompt given
to several class groups can yield hundreds of written responses in a term, and reading each one
closely—the kind of reading that qualitative analysis demands—quickly outruns the hours available.
Generative artificial intelligence (AI), especially large language models, appears to offer a way out:
paste in the students’ responses, ask for the themes, read the summary. The appeal is real, and so is
the risk. Language models can fabricate. A model asked to find patterns will find them, whether or not
they are there, and a number it invents looks exactly like a number it counted. So a teacher-researcher
who uses AI faces two questions. Which work must stay human? And how do we know that the work
the machine did represents the data faithfully?

This tension is not unique to education. Inmanagement research, Raisch andKrakowski (2021) describe
an automation–augmentation paradox. A tool that can do a task for you can also make you better at
it. The two are not alternatives: how you divide the work decides which one comes to dominate.
The methodological literature on qualitative coding reaches a similar conclusion. Language models
can assist codebook-based coding with reasonable alignment to human coders when prompts are
careful and supervision is retained (Tai et al., 2024); at the same time, head-to-head comparisons show
that models surface plausible codes efficiently yet miss the context, nuance, and latent meaning that
experienced analysts supply (Wachinger et al., 2025). Delegation, in short, is safe for some parts of the
work and hazardous for others.
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Mathematics education has largely met AI from a different angle. The most visible conversations treat
it as something to teach with—a tutor, a problem generator, a study aid (Wardat et al., 2023)—rather
than as an instrument for analyzing the data we ourselves collect. That asymmetry leaves a practical
question underexplored, and it is the one this article takes up:

How can a teacher-researcher integrate AI into the six phases of conventional content analysis
without surrendering the interpretive decisions that make the analysis their own?

Our answer is a division of labor we state as a principle and return to throughout: the AI counts;
we interpret. Counting—sorting, tallying, applying an agreed-upon rule across hundreds of cases—is
work a model does quickly and tirelessly. Interpreting—deciding what a response means, whether a
category holds, where a myth begins—is work we keep. Counting is also where an invented result
would be hardest to spot. Three tools, described below, keep it checkable.

2 Our Setting: Studying Students’ Mathematical Myths
We developed this model while analyzing what we call students’mathematical myths: the beliefs about
mathematics, and about themselves as learners, that students carry into their mathematics classes.
Examples of mathematical myths are that mathematics is only for the talented, that speed signals
ability, and that a wrong answer is a verdict that one is simply not good at mathematics.

During the spring 2026 term, about 131 students in four upper-secondary mathematics classes at
a public institution in central Mexico—final-semester students, roughly equivalent to U.S. Grade
12—completed a weekly log of seven items; they filed 307 logs, of which 301 were complete. Three
items were single-select multiple choice; four were short answer. This article analyzes three of the
short-answer items: the moment in the week when their myth “attacked” them or made them doubt
their ability (P5), the strategies they used when a concept contradicted what they believed (P6), and
what they did to confront a myth once they recognized it as false (P7). These yielded hundreds of short
responses—exactly the kind of corpus that rewards close reading and then punishes it with volume.
The remaining items are taken up in a companion paper. Weworked with Claude Opus 4.7 (Anthropic),
a general-purpose large language model, through its web-based chat interface throughout the analysis.

Our approach was conventional content analysis in the sense of Hsieh and Shannon (2005): coding
categories are derived inductively from the data rather than imposed from prior theory. This choice
suits an exploratory question about beliefs we did not want to presuppose. It also situates the work
in a longer tradition in mathematics education of analyzing classroom language and student discourse
carefully and systematically (L. Xu & Clarke, 2019)—a tradition the present model seeks to scale, not
to shortcut.

The weekly log was part of the classroom unit itself rather than an instrument added to it, and students
wrote in it as ordinary coursework. The institution does not operate an institutional review board of
the kind common in the United States, and the study went through no formal ethics review. What
students were told is that their responses would be anonymized, and that is how the corpus has been
handled: names were removed before coding began, each unit carries only an identifier and a class
group, and no response is reported in a way that would identify its author.

3 A Six-Phase Model for Human–AI Partnership
Conventional content analysis is usually described as a staged process—preparation, organization, and
reporting (Elo & Kyngäs, 2008)—that moves from raw text to coded categories. That movement is the
path we have in mind: at one end, hundreds of unsorted student responses; at the other, a small set of
well-defined categories that can be counted. We divided that path into six working phases and asked,
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at each one, a single question: what can the AI do here, and what must remain a human decision? The
design principle throughout is that high automation and strong human control are jointly attainable
rather than a trade-off (Shneiderman, 2020). In practice, the first author of this article led the coding
and worked directly with the model; the second author reviewed the decisions at each phase. Table 1
summarizes the division of labor between the teacher-researcher and the AI; the paragraphs that follow
walk through it. Figure 1 illustrates this division of labor in practice. The evidence sheet is the shared
spreadsheet where every coded response is recorded, one row per response. Each phase occupies one
color-coded column, so a single row traces a response from raw text to corpus-wide count.

Table 1
The Division of Labor Across the Six Phases

Phase (Fase) What the AI does What the teacher-researcher decides

1. Immersion Minimal; may produce neutral
summaries on request

Reads the corpus, forms an initial feeling about
the data, identifies meaning units

2. Initial labeling Proposes candidate labels for each
response

Accepts, renames, or rejects each label; guards
against echoing the model’s phrasing

3. Consolidation Groups similar labels Judges which groupings are genuine
abstractions

4. Category
construction

Suggests candidate categories Defines each category and fixes its boundaries

5. Codebook Drafts example wordings for each
code

Authors the definitions and the inclusion and
exclusion rules

6. Application to
the corpus

Applies the codebook across all
responses (the counting)

Validates output, adjudicates ambiguous cases,
revises the codebook, and assesses reliability

Phase 1—Immersion. Before any labeling, we read. Immersion is where the analyst forms an initial
sense of the corpus and itsmeaning units—the smallest passages that carry a coherent idea (Graneheim
& Lundman, 2004); segmented this way, our corpus held 724 units. Here the model’s role is minimal
by design; the reading is ours, because everything downstream depends on it.

Phase 2—Initial labeling. The model proposes candidate labels for each response, and we accept,
rename, or reject them. Language models can generate plausible first-pass codes quickly (Tai et al.,
2024), which are genuinely useful; the hazard is letting the model’s phrasing crowd out our own
reading.

Phase 3—Consolidation. The model groups similar labels; we decide which groupings reflect
a genuine abstraction and which merely share vocabulary. Abstraction and interpretation, not
mechanical sorting, are where the analyst’s authority resides (Lindgren et al., 2020).

Phase 4—Category construction. From the consolidated labels we build the categories that organize
the findings. The model can suggest candidates, but the decision—what a category is, and where
its boundary falls—is ours, in keeping with the approach’s inductive logic (Hsieh & Shannon, 2005;
Schreier, 2012).

Phase 5—Codebook. We turn the categories into a codebook: for each, a definition, inclusion and
exclusion rules, and worked examples. Pairing an expert-drafted codebook with the model is what
makes reliable application possible (Xiao et al., 2023). The model can draft example wordings; the
rules are authored by the teacher-researcher. Table 2 shows five entries from that codebook.

Phase 6—Application to the corpus. The model applies the codebook across all responses—the
counting proper—while we validate its output, adjudicate ambiguous cases, and revise the codebook
when the data resist it. This human-in-the-loop application, with verification retained, is the
arrangement the recent literature converges on (Bijker et al., 2024; Naeem et al., 2025). It is also where
reliability is assessed.
Ohio Journal of School Mathematics, Issue 104, Fall 2026 73



Nava Guzmán & Sánchez Aguilar
Fi
gu

re
1

Fo
ur

te
en

Ro
w
so

ft
he

Co
lo
r-
Co

de
d
Ev

id
en

ce
Sh

ee
t,
W

ith
th

e
Si
x
Ph

as
es

as
Co

lu
m
ns

N
ot
e.

Ea
ch

ro
w

is
on

e
re
sp

on
se

to
an

op
en

ite
m

(P
5–

P7
).
T
he

co
lo
r-
co

de
d
co

lu
m
ns

ar
e
th
e
si
x
ph

as
es

of
Ta

bl
e
1,

la
be

le
d
F
fo
r
fa
se
:F

1
im

m
er
si
on

(r
aw

re
sp

on
se
),
F2

in
iti
al

la
be

lin
g
(o
pe

n
co

di
ng

),
F3

co
ns

ol
id
at
io
n
(c
on

so
lid

at
ed

co
de

),
F4

ca
te
go

ry
co

ns
tr
uc

tio
n
(m

et
ac

at
eg

or
y)
,F

5
co

de
bo

ok
(o
pe

ra
tio

na
ld

efi
ni
tio

n)
,a

nd
F6

ap
pl
ic
at
io
n
to

th
e
co

rp
us

(c
or

pu
s
fr
eq

ue
nc

y)
.H

ea
di
ng

s
ap

pe
ar

in
th
e
bi
lin

gu
al

w
or

ki
ng

fo
rm

us
ed

du
ri
ng

th
e
an

al
ys

is
.R

es
po

ns
es

ap
pe

ar
in

th
e
or

ig
in
al

Sp
an

is
h,

sp
el
lin

g
as

st
ud

en
ts

w
ro
te

it;
ro
w

U
12

49
is

th
e
re
sp

on
se

di
sc
us

se
d
in

th
e
W

ha
tW

e
Le

ar
ne

d
se
ct
io
n.

Ro
w
s
la
be

le
d

SI
N_

CO
DI

GO
ar
e
un

its
to

w
hi
ch

no
co

de
w
as

as
si
gn

ed
;t
he

gr
ou

p
an

d
ite

m
-t
yp

e
co

lu
m
ns

ar
e
om

itt
ed

fo
r
an

on
ym

ity
an

d
sp

ac
e.

74 Ohio Journal of School Mathematics, Issue 104, Fall 2026



The AI Counts, We Interpret

Table 2
Five Codebook Entries: Definitions and Inclusion and Exclusion Rules

ID Nombre / Name Definition Inclusion Exclusion

EST_EXTERNO Recursos externos /
External resources

The student seeks
tutorials, videos, or
other resources outside
class.

Mentions of YouTube,
TikTok, tutorials, videos,
looking things up.

Use of a conversational
AI (that is EST_IA).

ACC_PREGUNTAR_
PARTICIPAR

Preguntar / participar
/ Asking questions

The student asks
questions or participates
actively in class.

Expressions of asking
questions, participating,
going to the board,
paying attention.

Asking an AI (that is
EST_IA) or classmates
(EST_PARES).

ACC_PERSISTENCIA Persistencia /
Persistence

The student insists,
retries, or does not
give up in the face of
difficulty.

Expressions of trying
repeatedly, not giving
up, making an effort,
practicing.

Following steps with
no additional effort
(that is mechanical
reproduction).

ACC_METODO_PROPIO Método propio / Own
method

The student tries to
solve the problem their
own way before the
official procedure.

Expressions such as ‘my
way’, ‘my method’, ‘on
my own’, ‘before seeing’.

Following an alternative
procedure supplied by
an AI (that is EST_IA).

ACC_CONEXION_REAL Conexión vida real /
Real-life connection

The student connects
the mathematical
content with everyday
life.

Mentions of real
life, daily life, one’s
surroundings, everyday
situations.

Reference to the
teacher’s examples
without a personal
connection.

Note. Excerpt from the study codebook (15 codes in three categories): each entry states the code’s definition, what counts (inclusion), and
what does not (exclusion). Exclusion rules mark the boundaries, often by naming the neighboring code that would otherwise absorb the
response. ACC_PREGUNTAR_PARTICIPAR is the code assigned on the evidence sheet to the response discussed in the What We Learned
section. Code names are given in Spanish and English; the codebook was written in Spanish, and the definitions and rules appear here in
our translation. Table A1 gives one entry in the original Spanish.

4 Three Tools That Keep the Teacher-Researcher in Charge
A model is only as disciplined as the rules and records that hold it in place. Three simple tools—none
requiring special software—did most of that work.

The first is a color-coded evidence sheet. Every coded excerpt is copied into a shared sheet and tinted by
category, so that each count traces back to the exact words that produced it. The sheet turns “the AI
found forty instances” into forty inspectable passages; it is what makes the counting auditable rather
than merely reported. It is also our answer to the second question we began with. A count that cannot
be traced back to the words that produced it is a claim, not a finding.

The second is a codebook with explicit rules. Beyond category names, the codebook states, for each
code, what counts and what does not, with examples and borderline cases. Explicit rules are what let
a model apply categories consistently across hundreds of responses (Schreier, 2012; Xiao et al., 2023);
they also let a second coder—or the teacher-researcher on a later day—apply them the same way.

The third is a set ofmarginal notes. Alongside the coding, we keep a running commentary on decisions:
why a label was rejected, when a boundary shifted, where the model’s suggestion was declined and
on what grounds. These notes are, in effect, an intellectual audit trail—a record not only of what
was done but of how the thinking evolved (Carcary, 2020; Lincoln & Guba, 1985)—and they double as
a prompt for reflexivity, pushing us to ask how our own standpoint is shaping the codes (Charmaz,
2017). Figure 2 reproduces one entry from that record: a note, written during open coding, arguing
for keeping students’ own phrasing rather than replacing it with technical terms. Together, the three
tools convert the principle into practice: the evidence sheet holds the count, the codebook governs it,
and the notes keep the interpretation ours.
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Figure 2
One Entry From the Marginal Notes, in Spanish and English
Patrón 6. Codificación in vivo como

resistencia a la abstracción prematura

Observación: Durante la codificación abierta, varias

expresiones resistieron la paráfrasis: se me hace

un nudo en la cabeza, siento que todos entienden

menos yo, me perdí desde el principio. Etiquetarlas

con términos técnicos habría diluido la densidad del

dato.

Evidencia: Códigos in vivo conservados en el

codebook final; al menos 11 de los 17 códigos

preservan fraseo literal del participante.

Hipótesis interpretativa: La codificación in vivo no

es un ornamento metodológico sino una estrategia de

fidelidad que protege el análisis frente a la tentación

de subsumir el dato en categorías prefabricadas.

Esta decisión debe argumentarse en el apartado

metodológico del manuscrito.

A verificar: ¿Qué códigos in vivo convergen con

constructos teóricos ya establecidos (por ejemplo,

ansiedad matemática, autoeficacia) y cuáles abren

categorías nuevas?

Pattern 6. In vivo coding as a guard against

premature abstraction

Observation: During open coding, several expressions

resisted paraphrase: “my head ties itself in a knot,” “I

feel like everyone gets it except me,” “I was lost from the

start.” Labeling them with technical terms would have

watered down the data.

Evidence: In vivo codes retained in the final codebook;

at least 11 of the 17 codes keep the participants’ exact

wording.

Interpretive hypothesis: In vivo coding is not a

methodological ornament. It is a fidelity strategy

that keeps the analysis from forcing the data into

ready-made categories. This decision needs to be

justified in the methods section of the manuscript.

To verify: Which in vivo codes map onto established

constructs (e.g., math anxiety, self-efficacy), and which

open up new categories?

Note. One entry from the marginal notes kept alongside the coding, shown as recorded in Spanish and, beside it, in the
English version added to the same register; each entry pairs an observation with its evidence, an interpretive hypothesis,
and questions still to verify. This entry records the decision to keep students’ literal phrasing—several of the final codes
preserve the students’ own wording—so that labeling would not dilute what students actually said. The note was written
when the working codebook had 17 codes; consolidation later reduced them to the 15 reported in Table 4.

The Appendix reproduces one codebook entry and one evidence-sheet row, together with the working
prompts, so that readers can run the same routine with their own data.

5 What We Learned
Three lessons stand out, and they are not all comfortable.

Where the AI helped. The model was fastest and most useful precisely where the work is most
repetitive—proposing first-pass labels and applying a settled codebook across the whole corpus. This
mirrors reports that languagemodels can code educational discourse, includingmathematics classroom
talk, with moderate accuracy and considerable speed (Long et al., 2024; S. Xu et al., 2024), and that
AI-assisted and human thematic analyses can yield comparable themes while the machine works far
faster (Prescott et al., 2024). For a teacher-researcher, that speed is not a luxury; it is what makes the
analysis feasible at all.

Where judgment was irreplaceable. The model was weakest where meaning was least literal:
hedging, where a belief is softened into I think or a little without being given up, as when one
student wrote, “Creo que seguimos un poco en la misma situación de que no soy muy bueno en las
matemáticas” [“I think we are still a bit in the same situation, that I am not very good at mathematics”]
(our translation); and a myth stated as its opposite. It could produce a fluent label for such a response
and still miss what the student meant. One response makes the point concrete. Asked what they did
to confront a myth they no longer believed, one student wrote, “Que si se puede, pregunté lo intente y
lo intente hasta lograrlo” [“That yes, it is possible; I asked, I tried and I tried until I achieved it”] (our
translation). The model’s label, asking for help, was accurate and insufficient: it missed the opening
clause, in which the student states the refuted myth itself—yes, it is possible—and recasts help-seeking,
so often read as an admission of inability, as a deliberate act of refutation. Deciding that this response
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was confrontation rather than mere help-seeking, and that it belonged to two categories at once, was a
judgment no fluent label could make for us (Table 3 shows this response as it appeared on our evidence
sheet). This is the distinction between analyzing and merely generating plausible text (Nguyen &
Welch, 2026), and it is why comparative studies keep finding that AI misses context and latent meaning
(Wachinger et al., 2025). Interpretation was not a phase we could delegate; it was the thread running
through all six.

Table 3
One Response as It Moved Through the Tools

Excerpt (student response) “Que si se puede, pregunté lo intente y lo intente hasta lograrlo” [“That yes, it
is possible; I asked, I tried and I tried until I achieved it”]

AI’s proposed label Asking for help

Final code(s),
teacher-researcher

Confrontation (refutation of the myth) and help-seeking—two categories at
once

Marginal note The opening clause (“yes, it is possible”) states the refuted myth itself; this
recasts help-seeking as a deliberate act of refutation, not an admission of
inability.

What the coding produced. Table 4 summarizes the output of the sixth phase: 15 codes, in three
metacategories, applied across the 724 open-item units. Two things stand out. Most of the counting
lands on a few codes—difficulty with procedures (𝑛 = 182) and failure to understand despite an
explanation (𝑛 = 93) dominate the activation side—while confrontation actions are rare: 55 units in
all. And 179 units received no code. We kept them in the count rather than discarding them, because
what the codebook cannot yet name is also something we want to see.

Cautions. Three temper any enthusiasm. First, combining human and machine is not automatically
better than either alone; the pairing helps some tasks and can hurt others (Vaccaro et al., 2024), which
is why we divided the labor by task—counting versus interpreting—rather than pooling it. Second, our
instrument was not neutral: the item that asked students how they confronted amyth (P7) presupposes
that confrontation occurred, inviting some students to perform a belief rather than report one, so
responses to that item were read with added caution. Third, and most consequential, reliability is the
step this model leaves most exposed. We reviewed the decisions at every phase together, but joint
review is not independent coding: no second coder has yet applied the codebook on their own, so
intercoder agreement—Cohen’s 𝜅 (Cohen, 1960)—has not been computed for this analysis. We say
so plainly because the model we are recommending requires that step before its results travel: a
colleague should code a sample of responses against the codebook, agreement should be read against
conventional interpretive bands (Landis & Koch, 1977), and the resulting coefficient should be reported,
following O’Connor and Joffe (2020), as evidence of consistency in the counting—not as a warrant for
the interpretation, which no coefficient can supply.
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Table 4
What the Coding Produced: Codes, Metacategories, and Corpus Frequencies

Metacategory Code Working gloss n

Myth activation
(Activación del mito)

CONF_PROC Difficulty with procedures, formulas, or
specific steps

182

INCOMP_EXPL Not understanding despite explanation
(teacher, AI, or peers)

93

COMP_PARES Comparing oneself with peers who finish
or understand first

20

SIN_ACTIVACION No myth-activating moment reported that
week

13

AUTODUDA Self-doubt (“I am not good at this”) 9

Learning strategy
(Estrategia de
aprendizaje)

EST_PARES Discussing, comparing, or seeking help
from classmates

81

EST_IA Turning to an AI chatbot for explanation or
verification

42

EST_PROF Asking the teacher for additional
explanation

20

EST_AUTOANALISIS Step-by-step self-analysis: questioning
why, rereading

16

EST_COPIA Copying or mechanically reproducing steps
without understanding

9

EST_EXTERNO Tutorials, videos, or other resources
outside class

5

Confrontation
action (Acción de
confrontación)

ACC_METODO_PROPIO Trying one’s own method before the
official procedure

19

ACC_PERSISTENCIA Insisting, retrying, or practicing repeatedly 16
ACC_PREGUNTAR_
PARTICIPAR

Asking questions or participating actively
in class

16

ACC_CONEXION_REAL Connecting the mathematics with
everyday situations

4

No code assigned SIN_CODIGO No codebook entry fit the unit 179

Note. Frequencies come from Phase 6, the application of the codebook across the 724 open-item units (P5–P7): 545 units
received one of the 15 codes and 179 received none. Counts sum to 724. Code identifiers and metacategories come from the
study’s evidence sheet; the English glosses are ours.

6 Closing: The AI as Partner, Not Substitute
The image of the analyst displaced by the machine is the wrong one. A more accurate—and
older—image is symbiosis: humans and machines coupled so that each does what it does best, the
machine handling the routine, rule-governed work, the human setting the goals and judging the
result (Licklider, 1960). That is the arrangement our six phases and three tools try to make ordinary
for teacher-researchers: let the model carry the counting, and keep the interpreting for ourselves.
Although we developed the model with upper-secondary mathematics students in Mexico, the routine
travels: any teacher-researcher facing a stack of exit tickets, math journals, or open-response surveys
meets the same tension, and the same division of labor applies. Returning to the question we began
with—how to integrate AI into content analysis without surrendering interpretive judgment—our
answer is not a piece of software but a discipline, compressed into a single sentence: the AI counts; we
interpret. Used this way, AI becomes a partner in the analysis of students’ mathematical thinking, not
a substitute for the teacher who must still decide what that thinking means.
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7 Disclosure of AI Use
Consistent with the journal’s policy on artificial intelligence, we disclose that the analysis reported here
used Claude Opus 4.7 (Anthropic), a general-purpose large language model, in the roles specified in
Table 1: proposing candidate labels, grouping similar labels, suggesting candidate categories, drafting
example wordings for the codebook, and applying the researcher-authored codebook across the corpus.
Every label, category, rule, and interpretation reported in this article was reviewed and decided by the
authors. The samemodel also assisted in drafting and revising the prose of this manuscript; the authors
reviewed, edited, and approved all text and take full responsibility for its content.
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Appendix: A Reproducibility Kit
This appendix gathers, in copyable form, the four pieces a reader needs to run the routine described in
this article: one entry from the codebook (Table A1), one row from the evidence sheet (Table A2), the
working prompts for each phase (Table A3), and the instrument that produced the corpus (Table A4).
The entry and the row are the same ones shown in Table 2 and Figure 1.

Table A1
One Entry From the Study Codebook

Field Entry

Code ACC_PREGUNTAR_PARTICIPAR

Name Preguntar / participar [Asking questions / participating]

Definition El estudiante pregunta dudas o participa activamente en clase. [The student
asks questions or participates actively in class.]

Inclusion Expresiones de preguntar, participar, pasar al pizarrón, poner atención.
[Expressions of asking questions, participating, going to the board, paying
attention.]

Exclusion Preguntar a IA (eso es EST_IA) o a compañeros (EST_PARES). [Asking an AI
(that is EST_IA) or classmates (EST_PARES).]

Example from the corpus “Que si se puede, pregunté lo intente y lo intente hasta lograrlo” (row U1249;
see Table A2)

Note. The Spanish is verbatim from the codebook; the bracketed English is ours.

Table A2
One Evidence-Sheet Row (U1249), Student Spelling Preserved

Column Entry

unit_id / item / group U1249 · P7 (open) · 6ACV

F1 — Raw response “Que si se puede, pregunté lo intente y lo intente hasta lograrlo”

F2 — Open coding “Que si se puede, pregunté lo intente y lo intente hasta lograrlo” (short
responses passed to open coding unaltered)

F3 — Consolidated code ACC_PREGUNTAR_PARTICIPAR

F4 — Metacategory Acción de confrontación [Confrontation action]

F5 — Operational definition El estudiante pregunta dudas, participa en clase, o pide atención especial al
profesor.

F6 — Corpus frequency 16
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Table A3
Working Prompts for Phases 2–6

Phase Working prompt

Phase 2 — Initial labeling “Here are the responses to this week’s open items, one per row, in the students’
original Spanish. For each response, propose one candidate label (two to four
words) that stays close to the student’s own wording. Do not correct spelling,
do not merge rows, and do not interpret beyond the text. If a response is
ambiguous or empty, mark it FLAG for my review instead of guessing.”

Phase 3 — Consolidation “Group the labels you proposed by similarity and suggest merges. For each
suggested merge, list the labels it would absorb and one example response per
label. Do not delete or rename anything yourself; I will decide which merges to
accept.”

Phase 4 — Category
construction

“Given the consolidated codes I have approved, suggest two or three ways of
organizing them into broader categories. For each option, state the organizing
principle in one sentence. I will choose and name the final metacategories.”

Phase 5 — Codebook “For each code in the list I provide, draft candidate wording for a codebook
entry: a one-sentence definition, an inclusion rule, an exclusion rule that
names the neighboring code that would otherwise absorb the response, and
one example from the data. Write the entries in Spanish with bilingual code
names. Your drafts are raw material: I will rewrite, edit, and authorize every
entry.”

Phase 6 — Application to
the corpus

“Apply the attached authorized codebook to the full corpus. Assign one
code per unit — the single best fit, exactly as defined; if no entry fits, assign
SIN_CODIGO rather than stretching a definition. Do not create new codes.
Return the evidence sheet with columns F1–F6 filled and report the frequency
of each code. List separately any unit you found doubtful, for my review.”

Note. We wrote the original working prompts in Spanish, conversationally, as the analysis advanced. The versions above
are English reconstructions from the project’s records: representative, not verbatim. They keep the two rules that governed
every exchange—the model proposes and the teacher-researcher decides, and nothing is invented; ambiguity is flagged, not
resolved by the machine. Phase 1 (immersion) involved no coding prompt.
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Table A4
The Weekly Log: All Seven Items in Spanish and English

Item Español (México) English Format

P1 En este momento, ¿cuál de las siguientes
frases describe mejor lo que son las
matemáticas para ti?

Right now, which of the following
statements best describes what
mathematics is for you?

Multiple
choice

P2 ¿Cuál es el “mito matemático” que
seleccionaste al inicio del semestre y en el
que te estás enfocando esta semana?

Which “mathematical myth” that you
selected at the start of the semester are
you focusing on this week?

Short
answer

P3 Piensa en los ejemplos de la “vida real”
que vimos en clase esta semana. ¿Qué te
parecieron?

Think about the “real-life” examples we
saw in class this week. What did you
think of them?

Multiple
choice

P4 ¿Hubo algún momento esta semana en
el que pensaste en una forma diferente
de resolver un problema (distinta a la del
libro o del profesor), pero dudaste?

Was there a moment this week when
you thought of a different way to solve a
problem (other than the textbook’s or the
teacher’s) but hesitated?

Multiple
choice

P5 Describe el momento exacto de esta
semana en que sentiste que tu mito
te “atacaba” o te hacía dudar de tu
capacidad. ¿Qué estabas haciendo y qué
pensamientos pasaron por tu cabeza?

Describe the exact moment this week
when you felt your myth was “attacking”
you or making you doubt your ability.
What were you doing, and what thoughts
went through your mind?

Short
answer

P6 Si sentiste que solo estabas “siguiendo
pasos” o memorizando sin entender, ¿qué
hiciste para encontrar la lógica real detrás
de las matemáticas?

If you felt you were only “following
steps” or memorizing without
understanding, what did you do to find
the real logic behind the mathematics?

Short
answer

P7 ¿Qué acción concreta y valiente tomaste
esta semana para demostrar que tu mito
es falso?

What concrete, brave action did you
take this week to show that your myth
is false?

Short
answer

Note. The instrument was a seven-item weekly log administered in Google Forms and titled Bitácora Semanal:
Deconstruyendo Mitos Matemáticos [Weekly Log: Deconstructing Mathematical Myths]. The items were identical in every
weekly administration. Answer options for the three multiple-choice items are omitted here; each of those items also
offered an open Otro [Other] option. This article analyzes the three short-answer items P5–P7; the remaining items are
taken up in the companion paper, to appear in the Spring 2027 issue of this journal.
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